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Summary
Well data reveal reservoir layering with high vertical resolution
but are areally sparse, whereas seismic data have low vertical
resolution but are areally dense. Improved reservoir models can be
constructed by integrating these data. The proposed method combines stochastic seismic inversion results, finer-scale well data, and
geologic continuity models to build ensembles of flow models.
Stochastic seismic inversions operating at the mesoscale generate rock property estimates, such as porosity, that are consistent
with regional rock physics and true-amplitude imaged seismic data.
These can be used in a cascading workflow to generate ensembles
of fine-scale reservoir models wherein each realization from the
Bayesian seismic inversion is treated as an exact constraint for a
subensemble of fine-scale models. Exact constraints ensure that
relevant interproperty and interzone correlations implied by rock
physics and seismic data are preserved in the downscaled models.
Uncertainty in the rock physics and seismic response is included
by using multiple stochastic inversions in a cascading workflow.
In contrast, inexact constraints generally do not preserve these
correlations. We use two-point covariance at the fine scale to provide prior model thickness and porosity distributions of multiple
facies. A Bayesian formulation uses the kriged data as the prior
with the coarse constraints as the likelihood, and this posterior is
sampled using a Markov Chain Monte Carlo (MCMC) method in
a sequential simulation framework.
These methods generate rich pinchout behavior and flexible
spatial connectivities in the fine-scale model. These flow models
are easily represented on a cornerpoint grid. 2D examples illustrate
the interactions of prior and constraint data, and 3D examples
demonstrate algorithm performance and the effects of stratigraphic
variability on flow behavior.
Introduction
Reservoirs are sparsely sampled by well penetrations, but seismic survey results provide controls for reservoir stratigraphy and
properties such as average porosity. However, beds thinner than
approximately 1⁄8 to 1⁄4 the dominant seismic wavelength cannot be
resolved in these surveys (Widess 1973; Dobrin and Savit 1988). At
a depth of 3000 m, the maximum useful frequency in the signal is
approximately 40 Hz and average velocities are approximately 2000
m/s; this translates to best resolutions of approximately 10 m. The
resolution limits and errors inherent in seismic-derived estimates
complicate use of seismic inversion data (Deutsch et al. 1996).
Mesoscale (≈ 10 m) reservoir models obtained by seismic inversion using rock-physics concepts and effective-media ideas are a
manageable basis for Bayesian seismic integration because seismic
is usefully informative at this scale as explained. An attractive route
to typical flow model scale (≈ 1 m) is to downscale mesoscale
models using constraint equations embodying the effective media
laws. In particular, downscaling specific realizations with exact
constraints drawn from the posterior of a stochastic mesoscale
inversion produces sum constraints for fine-scale models.
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In a Bayesian perspective, constraining a fine-scale model mfine
to seismic data s may be done by developing a posterior distribution  ( mfine | s) ∝ p(s | mfine ) p( mfine ), where p(mfine) is a suitable
geological prior on the fine-scale model, and the conditional probability p(s | mfine ) connects the fine-scale model to seismic data
and can be computed in a stochastic seismic inversion. The critical scale-splitting assumption is that the conditional probability
p(s | mfine ) is only really sensitive to mesoscale effective properties,
mmeso; that is, distinct mfine that upscale to the same mmeso have the
same seismic response s. The mesoscale model links the fine-scale
model with seismic data. Thus, the posterior can be written

 ( mfine | mmeso ) ∝ p ( mmeso | mfine ) p ( mfine ). . . . . . . . . . . . . . (1)
The conditional probability p( mmeso | mfine ) can be interpreted
in the context of a seismic inversion as the probability of the
observed seismic response if mfine were upscaled to mmeso. For the
properties considered, thickness and porosity, upscaling (mfine →
mmeso) is straightforward (Eqs. 2 through 4). This approach can be
modified to estimate posteriors subject to either inexact or exact
mesoscale constraints.
Inexact (Kalla et al. 2008):
1. Compute the fine-scale prior p(mfine) by kriging well and
previously simulated data.
2. Construct the mesoscale model mmeso by upscaling mfine.
3. Compute p ( mmeso | mfine ) using stochastic seismic inversion.
4. The product p ( mmeso | mfine ) p ( mfine ) (Steps 1 and 3) is proportional to the posterior, which is sampled using MCMC.
Exact (this article):
1. Draw a single mesoscale model m0meso from the stochastic
seismic inversion.
2. Compute the fine-scale prior p(mfine) by kriging well and
previously simulated data.
3. The exact constraint implies p m0meso | mfine = 1 if mfine
upscales to exactly m0meso , and otherwise p m0meso | mfine = 0.

(

(

)
(
)
) (Steps 2 and 3) is pro-

4. The product p m0meso | mfine ) p( mfine
portional to the posterior, which is sampled using MCMC.
The motivation for using exact constraints merits further explanation. For the mesoscale seismic inversion samples, we use probabilistic
depth and thickness information from the layer-based seismic inversion
code Delivery (Gunning and Glinsky 2004; Appendix A) as natural
inputs to the downscaling problem we describe. Seismic inversion
derives mesoscale rock properties by integrating seismic data, rock
physics, and a wavelet model; synthetic traces from the inverted model
approximately match the observed seismic data (Fig. 1). Realization
ensembles from seismic inversions contain the requisite coupling
between geometry, rock properties, and vertical interzone correlations
that seismic inversion induces. In general, these correlations are neither
linear nor multi-Gaussian (Fig. 2). Sampling directly from the inversion
ensemble preserves more complex correlation structure than formulating the seismic data as a multi-Gaussian prior or likelihood would.
This preservation of correlation is the reason for the formulation of the
exact-constraint cascading workflow proposed in this article.
The following sections provide further modeling background,
then describe the algorithm. 2D and 3D examples indicate that the
algorithm is behaving as expected and is capable of creating highly
constrained models that have diverse flow behavior. Further details
are presented in three appendices.
1

(a) Before inversion, prior

(b) After inversion, posterior

Fig. 1—Layer-based realizations before (a) and after (b) seismic inversion, as produced by Delivery at a particular seismic trace (Gunning
and Glinsky 2004). Synthetic traces corresponding to particular realizations are shown in black with the actual seismic data (gray).
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Fig. 2—Typical correlations produced by mesoscale Bayesian inversion between properties both within and across layers.
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with thickness hk and porosity k. We use t as an untruncated surrogate for layer thickness, hk = max(0, tk): The proxy t may take
on negative values, whereas h is truncated at zero.
If one wishes to ensure consistency of both thickness and average porosity in a two-facies downscaling problem, the following
constraints must be imposed at each column of gridblock corners:
K

∑I

k

max(0, t k ) = H s , . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . (2)

k

max(0, t kk ) = H s , . . . . . . . . . . . . . . . . . . . . . . . . . . . (3)

k =1

K

∑I
k =1

and
K

Fig. 3—Four mesoscale layer-based realization cross sections
in depth of a simple three-layer shale/sand/shale wedge test
problem with Graben-like fault, as output from Delivery Massager (Gunning et al. 2007). Reflection surfaces that are well
defined in time may still have appreciable depth variability
because of transverse variations and uncertainties in the velocity structure.

Modeling Background
Model Construction. These ensembles of traces are generated
assuming no trace-to-trace correlation, and the traces generally do
not coincide with cornerpoint edges in the ﬂow grid. This must be
addressed by augmenting the interproperty and interzone correlations with the mesoscale lateral correlation structures required for
geologic continuity and constructing models or model samples at
the quasivertical cornerpoint edges of the ﬂow grid (e.g., Delivery
Massager; Gunning et al. 2007; Appendix B). Each “massaged”
realization thus captures vertical, horizontal, and interproperty
correlations at the mesoscale (Fig. 3). These mesoscale models
provide explicit sum constraints on the corresponding subseismic
layers. Such constraints are nontrivial to respect using conventional
geostatistical algorithms for ﬁne-scale heterogeneity.
Seismic constraints and priors are modeled on the quasivertical block edges, analogous to seismic traces. Simulation at the
block edges preserves geometric detail required for cornerpoint
reservoir models used in many commercial reservoir simulators
(e.g., Schlumberger Technology 2004). Block-center properties,
such as porosity, are obtained by averaging the edge properties,
whereas transmissibilities can be estimated using various methods
(Peaceman 1993; Li et al. 1999).
Mesoscale Constraints for Fine-Scale Models. Speciﬁcally, we
consider a ﬁne-scale model of K layers, k ∈{1… K}, each layer k

∑(1 − I

k

) max(0, t k ) = H sh . . . . . . . . . . . . . . . . . . . . . . . . . . . (4)

k =1

The right-hand sides of these equations are obtained from a
mesoscale joint realization of net thickness Hs, nonnet thickness
Hsh, and the mesoscale net porosity-thickness Hs. Mesoscale
porosity  is the net-thickness-weighted average. Here, I k ∈{0,1}
is a predetermined facies indicator for layer k, where there are
Ks ≤ K “sand” layers with Ik = 1, and Ksh = K−Ks “shale” layers with
Ik = 0. Extension to more than two facies is straightforward.
The fine-scale prior model before these constraints are applied
is a joint multi-Gaussian distribution of t,  (over all layers at each
trace) with means and covariances constructed in the usual ways,
such as from log data or variogram analysis of outcrop analogs
(Willis and White 2000). The principal challenge of this approach is
that the downscaling constraints potentially force the posterior of the
fine-scale model to have truncated regions (e.g., the mode of layer
thickness or porosity may be zero). The nonlinearity embedded in the
max(0, tk) terms makes linear estimation inadequate in many cases.
If all thicknesses and porosities have prior means much higher
than the corresponding prior standard deviations, then pinchouts
and negative porosity values are unlikely and the methods described
by Doyen et al. (1997), Behrens et al. (1998), and Lee et al. (2002)
could be used to integrate seismic constraints with noise (inexact
constraints). On the other hand, if there is a significant possibility
of thickness or porosity being zero, then methods similar to those
proposed by Kalla et al. (2008), using auxiliary variables, are more
appropriate for the inexact constraint problem. However, none of
these inexact constraint approaches preserve the correlations of the
rock physics, seismic data, and seismic inversions (Fig. 2). Preservation of these correlations by means of a cascading workflow is a
novel feature of the proposed exact-constraint approach.
Use of Terms. The following conventions are used (Fig. 4).
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Fig. 4—A trace is a line with composite properties informed by seismic data. It may be composed of many layers. Sublayers are
not modeled in this paper. This image is an interpreted outcrop data set (Willis and White 2000).
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Zones (≈ 10 m) are mesoscale reservoir sequences that seismic
inversion data resolves. Constraints are applied to zones.
Layers (≈ 1 m) are fine-scale features not resolved by inversion
data, but layers can be identified in wells. In this paper, well data
is used only at the layer scale—log and core data must be upscaled
to layers before this data integration method can be applied. The
properties considered here are simple to upscale adequately. Typically, the net-thickness-weighted mean for porosity and the sum
for thickness are sufficient.
Traces are near-vertical lines at which constraints are applied
and layer thicknesses will be estimated. They may correspond
to true seismic traces, but, more generally, they will be data that
have been simulated from seismic inversions using appropriate
geostatistical methods (Gunning et al. 2007; Appendix B). Traces
define the x-y edges of the cornerpoint gridblocks (Ponting 1989;
Schlumberger Technology 2004). Conditioning data at wells are a
type of trace. A trace record is composed of vectors of thickness
and average properties for all fine-scale layers.
Paths are sequences in which traces are visited. We use pseudorandom multigrid paths.
Truncated Gaussian is used in a nonstandard way in this
discussion. Generally, it implies a rescaled probability density. If
truncating on the left (here, at zero) only, the standard definition
of a truncated distribution is

Visit all traces using
precomputed rational path

Compute kriging estimates
of mean and variance at
trace i for all layers
Draw a step Δr from N(0,s C̃r), convert new proposal
r′=r+Δr to original cords by t′s=τ′U and estimate
δ, t′sh and ϕ′s, are also proposed similarly

For all
traces

Compute secant corrections and accept m′
by Metropolis criterion

Draw until
convergence

Draw a realization from the
simulated posterior and add this
realization to the existing data

Done

⎧ 0
⎪
p* (h(t )) = ⎨ p(t )
⎪1 − P (0)
⎩

t<0
t≥0

.

. . . . . . . . . . . . . . . . . . . . . . . . (5)

In this paper, we use “truncated distribution” to indicate
⎧ 0
t<0
⎪
p* (h(t )) = ⎨ P (t ) (t ) t = 0 , . . . . . . . . . . . . . . . . . . . . . . . . . (6)
⎪ p(t )
t>0
⎩
where (t) indicates the Dirac delta function. Both forms (Eqs. 5
and 6) have
t

( ( ))

*
'
'
lim ∫− t p h t dt = 1 .
t →∞

Although the usage of “truncated” for Eq. 6 is nonstandard, it at
least has the virtue of being descriptive.
Problem Formulation
We combine diverse data elements in prior and likelihood expressions to obtain a posterior probability. The overall posterior
distribution is approximated by a multigrid sequential simulation
passing over all traces of the grid. The following subsections
describe formulation of the prior and posterior models and the
sampling method.
Algorithm Outline. The algorithm is similar to many sequential
algorithms, except that MCMC sampling technique is used to
generate conditional samples that match seismic constraints at each
spatial location (Fig. 5). A multigrid pseudorandom path speciﬁes
the simulation sequence (Deutsch and Journal 1998). At each
trace on the path, the local conditional prior is constructed using
kriging (Goovaerts 1997) with well observations and previously
simulated values as the informing data. An efﬁcient approximation
to the local prior covariance matrix is crucial to the success of this
Monte Carlo approach. This matrix must be factored at each step
of the sequential simulation algorithm, and some approximations
make the sampling process more efﬁcient (see the Assumptions on
Prior Covariance subsection). The likelihood is inferred from the
local coarse-scale constraints (sums from the massaged seismic
inversions). Sampling of the local Bayesian posterior is performed
using the MCMC method in a reduced-dimensionality subspace
4

Fig. 5—Flow chart for sequential simulation using MCMC.

with projections back to the constraint surface in the original space
(see the Sampling with Exact Constraints section). A sample from
the converged MCMC chain is chosen, and the algorithm proceeds
to the next trace in the multigrid path.
Prior and Posterior Formulation. The posterior probability  for
the thicknesses and porosities is, from Bayes’ rule,

 ( t s ,s , t sh | H s , , H sh , d
=

)

p ( H s , , H sh | t s ,s , t sh ) p ( t s ,s , t sh | d )
, . . . . . . . . . . . . . . (7)
p ( H s , , H sh )

where d is a vector of the all neighboring conditioning or previously simulated traces in the neighborhood of trace . The size of
the vectors ts, s, and tsh are Ks, Ks, and Ksh, respectively. In terms
of the meso- and fine-scaleTmodels discussed in the TIntroduction
(Eq. 1), mfine = ⎡⎣ t Ts , sT , t Tsh ⎤⎦ and mmeso = [ H s , , H sh ] . The likelihood (first term in numerator) is an exact constraint in the proposed
cascading workflow so that the posterior probability of the model
is either (1) identically zero if the constraint is not satisfied or (2)
proportional to the prior if the constraint is satisfied. The second
term in the numerator is the prior for the local fine-scale variables,
constructed using typical kriging apparatus. The denominator is a
scaling term, which need not be computed for MCMC methods.
Assuming multi-Gaussian and independent distributions (see
the Assumptions on Prior Covariance subsection), the variables ts,
s, and tsh are normally distributed with standard deviations ts,
s, and tsh, respectively. The multivariate prior distribution of ts
for example is
p(ts | d
=

)
1

Ks

( 2 ) 2

| C ps |

1
2

T
⎡ 1
⎤
exp ⎢ − ( t s − ts ) C −ps1 ( t s − ts ) ⎥ , . . . . . . . . (8)
2
⎣
⎦

where Cps is the prior covariance (or simple kriging) matrix for
thicknesses of sand, which has rank Ks. Ordinary kriging is used
to estimate the means. Under certain assumptions (next section),
Cps is diagonal with all entries equal to  ts2 . We solve the kriging
system using a Cholesky factorization (Press et al. 1992). The
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constraints (Eqs. 2 through 4) will yield posterior distributions that
may be far from normal and (unlike the priors) are correlated (see
the Illustrative Simulation of a Two-Layer System section).
Assumptions on Prior Covariance. A number of assumptions
make calculation of the local conditional prior distributions more
efﬁcient.
1. Traces can be approximated as vertical when assembling
the kriging covariance matrix: The areal separation between the
current trace and each of its neighbors is assumed constant for
all layers for each trace/neighbor pair. This assumption is inexact
for nonparallel cornerpoint block edges, or traces. However, the
assumption is acceptable if the traces are nearly parallel, if their
lateral displacement within the reservoir interval is small compared
to trace spacing, or, more generally, if the effect on the computed
covariances is small. If the numbers of sand and shale facies are
Ns and Nsh, respectively, only 2Ns + Nsh kriging systems must be
solved. This number is typically much less than the number of
fine-scale parameters to be estimated, 2Ks + Ksh.
2. Vertical correlation of layer properties is neglected so that all
kriged estimates are 2D. This leads to a simpler, smaller kriging
system. This assumption also makes the prior covariance matrices diagonal for the exact constraint problem. This assumption
seems reasonable for many episodic depositional systems, such
as turbidites. Trends could be introduced in the priors if required,
for example, in deltaic sediments, one could stipulate an upwardincreasing mean thickness and simulate the residuals about the
trend. The form of the trend could vary areally. This rescaling of
mean or variance has been widely used in geostatistics; Goovaerts
(1997) recommends this approach for systems with strong, known
trends. Such trends could be used for both thickness and porosity.
This approach is used to impose a porosity trend in the Synthetic
3D Examples section.
3. Optionally, the covariance models are the same for all layers in each facies (but may be distinct for different facies). If
this assumption is not made, the prior covariance matrix will be
anisotropic and must be transformed in the MCMC calculations.
This assumption is important for inexact constraints because this
assumption leads to a simple Toeplitz structure that is computationally efficient (Kalla et al. 2008), but is less important for exact
constraints.
To recapitulate, the benefits of these assumptions are: (1) the
kriging matrices are identical for all layers, therefore only 2Ns + Nsh
kriging systems need be solved at each trace (in this paper, three
for ts, tsh, and s); (2) the priors for each layer can be computed

separately; and (3) the prior variances in each property are
tracewise constant, but the prior means vary layer-by-layer. The
problem is still tractable without these assumptions (see the Performance of the MCMC Simulations subsection).
Sampling With Exact Constraints
Exact constraints lower the dimensionality of the sampling problem (see the Introduction). The maximum a posteriori (MAP)
estimate can be obtained using Lagrange multipliers (Michalal
and Kitanidis 2003; Golub and Van Loan 1996). For sampling,
however, we reformulate the problem in a lower-dimensional
space and perform projections to ensure the constraint is honored.
For a two-facies problem, at each trace, three constraints (Eqs. 2
through 4) are applied in this downscaling method. The system
has 2Ks + Ksh random variables (sand thicknesses, sand porosities,
and shale thicknesses) and, thus, 2Ks + Ksh − 3 degrees of freedom.
The constrained posterior is sampled by an MCMC random walk
in a lower-dimensional subspace, with projection to the constraint
surface to reconstruct the full set of variables (see Appendix C).
Because it is assumed that no vertical correlation exists, the
variables ts, tsh, and s are a priori uncorrelated between layers
at each trace [i.e., Cov(ts, ts), Cov(tsh, tsh), and Cov(s, s) are
diagonal and Cov(ts, tsh) ≡ 0]. Moreover, no correlation is assumed
between s and ts; Cov(ts, s) ≡ 0. Thus, the three variables can be
simulated in three separate blocks; for pay facies, t must be simulated before  because the simulated
t is used in imposing the total
K
porosity thickness constraint ∑ k =1 max(0,k ) max(0, t k ) = H s .
Prior Distributions and Constraints for Two
or Three Properties
Important features of higher-dimensional cases are easier to visualize with two layers. Simple parameter choices are used to clarify
the explanation.
For two-layer thicknesses, the constraint surface is composed of
two orthogonal semi-infinite line segments joined by a 45° “chamfer” in the first quadrant (Fig. 6; the terms u, n, and  are defined in
Appendix C). In 3D, the chamfer in Fig. 6 corresponds to a triangle
with vertices on each t axis at H (Fig. 7); increasing H shifts the
constraint away from the origin but with no change in slope. Six
additional facets comprise the constraint in three dimensions; for K
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the need to use a basis other than t1; it could not be projected
back to the constraint plane using ␦ aligned with t2.
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Fig. 7—The 3D constraint surface for a three-layer case has
23–1 = 7 facets. Hyperplanes intersect all t axes at the total
thickness constraint, H. The numbers on each facet [e.g.,
(1,0,1)] give the orientation of an outward-directed normal.
5

TABLE 1—PARAMETERS AND RESULTS FOR TWO-LAYER SIMULATION
Posterior

Prior
Ctp

Layer

Ct

Cφ p

1

3

0.20

2.89

0.23

2

1

0.30

1.11
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Fig. 8—Thickness distribution for two layers. The prior [t = (3
m; 1 m)] and constraint are such that 7 percent of the realizations have h2 = 0 (t2 < 0), which creates the spike for Layer 1 at
h1 = 4 m to yield H = 4 m.

Illustrative Simulation of a Two-Layer
System
We consider a case with prior mean thicknesses of 3 m and 1 m,
1 m standard deviations, and constraints of total thickness Hs = 4
m and Hs = 1.0 m; the layer porosity prior means are 0.2 and
0.3, with a standard deviation of 0.05 (Table 1). We consider only
one facies, K = Ks = 2.
In this example, the sum of the prior thickness means is equal
to the thickness constraint but the individual layer thicknesses are
poorly resolved (Fig. 8). Because the means are consistent with
the constraint, the posterior means of t are near their prior means.
The two-layer distributions look like mirror images, with their high
(Layer 1, h1 ≈ 4) and low (Layer 2, h2 ≈ 0) values complementing
one another. The thickness constraint is fulfilled exactly for every
realization (Fig. 9). The univariate histograms of t are non-Gaussian because of the constraints. Although the layer thicknesses are
a priori uncorrelated, the thickness constraint induces a nearly
perfect negative correlation in the layer thicknesses (Table 1;
12 = C12 / C11C22 = −0.98 ); the departure from −1 occurs because
a small fraction of the realizations are not on the 45° portion of the
constraint surface. There will be a substantial negative correlation
in thickness if the prior means are larger than the prior standard
deviations, such that most points lie on the hypersurface facet in
the first quadrant.
6

–2

0

2

4

t1
Fig. 9—Simulations results for a two-layer case with thickness
priors t = (3 m, 1 m), t = 1 m, and H = 4 m. The small black dots
indicate individual realizations. All the realizations are exactly
on the constraint surface.

In contrast, the posterior means of the two-layer porosities (0.23,
0.31) are greater than the prior means (0.20, 0.30) (Fig. 10, Table 1).
The posterior must shift because the sum of the prior porosity thickness, 1t1 + 2t2 = 0.2 × 3 + 0.3 × 1 = 0.9 m, is less than the seismic
porosity/thickness constraint, Hs = 1 m. This shows that priors
need not match the constraint exactly, and the posterior reconciles
the prior and likelihood. The distribution of 1 and 2 (Fig. 11) also
reveals the constraint information: The porosity of both layers cannot
simultaneously be higher than or less than 0.25; this gives a striking

8000
Count/Porosity Unit

variables there are 2K−1 facets. On one facet (analogous to the 45°
facet in 2D), all K of the t are positive. Between 1 and K−1, layers
have t ≤ 0 on the remaining 2K−2 facets; each facet corresponds to
a distinct pinchout configuration. Depending on the prior and the
constraint, the posterior of t may be distributed on few or many of
these facets (see the Flow Model Diversity subsection).
If no layer kriging data were used and the seismic data were
considered exact, any t on any facet of the constraint hypersurface
could be used. In a sequential simulation not conditioned to seismic, the layer thicknesses would simply be drawn from the prior.
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Fig. 10—Porosity distributions for two layers. The constraints
⌽ and H are such that realizations having 2 > 0.25 are not very
probable, and this skews the curve steeper on the right side.
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inclined hourglass shape to the posterior (Fig. 11). All simulated 1t1
and 2t2 exactly satisfy the H constraint (Fig. 12).
The interactions of constraints and priors can be quite complex (Fig. 13). All realizations in this crossplot of t1 and 1 are
constrained by the condition 1t1 < 1 (or 1 < 1/t1, which is the
hyperbola at the upper right of the figure) because Hs = 1. As the
thickness of a layer increases, the porosity of the layer converges
to  = Hs/t1, which is 0.25 for t1 = 4.
These simple two-layer cases demonstrate several features of
the procedure. First, constraints are indeed honored exactly and
the truncation behavior is captured (i.e., pinchout configuration
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Synthetic 3D Examples
Synthetic 3D cases test and illustrate the MCMC simulation
method.
Geomodel Construction. The prior distribution is varied by changing the range (b) and sill (2) of the Gaussian semivariograms,
⎡
⎛ ( 3 x )2 ⎞ ⎤
 ( x ) =  2 ⎢1 − exp ⎜ −
⎥ , . . . . . . . . . . . . . . . . . . . . (9)
b 2 ⎟⎠ ⎥⎦
⎝
⎢⎣

0.4

φ=0.25 line

1

varies between realizations). The nonlinearity caused by truncation
and product constraints (viz., h) induce particular correlations
and clearly non-Gaussian posteriors. Imprecise prior data can be
updated to meet the exact constraints, causing the prior and posterior means to be different. These insights and consistency checks
allow us to move on to a 3D flow model.

Constraint φt=1

0.15

0.5

Fig. 12—Simulations of porosity-thickness for two layers with
constraint ⌽H = 1 m. Each small black dot corresponds to a realization. All realizations are exactly on the constraint surface.

0.5

0.2

0
φ1t1

Fig. 11—Simulations of porosity for two layers. Each small
black dot corresponds to a realization. Because of the constraints, the porosity of both the layers cannot be greater or
less than 0.25 simultaneously. The prior for porosity is  =
(0.2, 0.3);  = 0.05. The posterior mean has shifted to (0.23,
0.31) to honor the exact seismic constraint.

0.45

–0.5

2
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Fig. 13—Crossplot for the distribution of porosity and thickness for Layer 1. Each small black dot corresponds to a realization. As layer thickness reaches the total thickness constraint
h1 = H = 4 m, the porosity converges to average porosity and
1 = ⌽ = 0.25.

where x is the lag.
The simulations are conditioned on four wells which
have hs ( k ) = H s / K s ∀k ∈{1… K s} for sands and hsh ( k ) =
H sh / K sh ∀k ∈{1… K sh} for shales (Table 2). That is, the conditioning data at wells are as “layercake” as possible; pinchouts
are not induced by these data. Porosity at these traces increases
downward linearly from 0.2 to 0.3 in the sands, providing an
example of imposing a trend. For all cases, the grid size I × J × K
is 100 × 100 × 10 and the x-y extent is 1000 × 1000 m; L = 1000
m. The total sand thickness, Hs = 14 m, shale thickness, Hsh = 6
m, and porosity thickness, Hs = 3.5 m, are uniform; terminations
are not induced by the likelihood. In this example, pinchouts will
arise solely from the prior model for geologic continuity, computed
using kriging. Seismic is informative at the mesocale (Hs and Hsh),
but not for the fine-scale layer thicknesses (hs and hsh). The porosity
prior is a Gaussian variogram with a range of 500 m and a variance of 0.0252 for all cases. The permeability is assigned using an
exponential transform of porosity,

TABLE 2—DESIGN OF 3D FLOW SIMULATIONS
Sands
Factor
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Shales

Low ( )

Base (0)

High (+)

Low ( )

Base (0)

High (+)

Range,

= a/L

0.25

0.5

1.0

0.25

0.5

1.0

Sill,

t

/µt

0.5

1.0

2.0

0.5

1.0

2.0

=

7

TABLE 3—RESULTS OF 3D FLOW SIMULATIONS
Run label
Base, 0 0 0 0
High sill, 0 0 + 0

sh

0
0

sh

0
0

s

s

0
+

0
0
+

+
+
+

+
++
+
+ +
++
+++
+
+
+
+

+
+
+
+

+
++

+
+
+
+

++
++ +
+++
++++

+
+
+
+

+

+
+

+
+

+
+

+
+
+
+
+
+

*

+
+

+
+

+

NpD
**

0.56
†
0.51
0.65
0.66
0.40
0.58
0.62
0.55
0.58
0.52
0.60
0.60
0.48
0.65
0.65
0.61
0.39
0.60

* For explanation of codes, see Table 2.
** Value is mean of six replicates, = 0.046.
† Value is mean of six replicates, = 0.061.

k = 20e10 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . (10)
We specify alternating shales and sands so that Ns = Nsh = 1;
the number of constraints at each trace is 2Ns + Nsh = 3. The grid
is composed of 100 × 100 = 10 × 103 traces, so there are 30 × 103
mesoscale constraints imposed. Finally, because this model has
Ks = Ksh = 5 sand and shale layers, there are 150 × 103 corresponding fine-scale properties to be simulated.
The correlation range and sill are varied for the sandstone
and shale layer thicknesses (Table 2). Increasing the range gives
the geobodies larger average dimensions, whereas increasing the
variance (at constant mean thickness) makes them vary more in
thickness and be more likely to truncate (or pinch out). This is
apparent when comparing realizations for the base case prior and
for priors with a greater sand sill (cases 0000 and 00+0, Table 3;
Figs. 14a and 14b). The high-sill case has greater variability in
sand thickness; there are more truncated beds, and, to fulfill the
thickness constraints, there must also be more thick beds. The
high-sill case bedding geometry is thus more “come-and-go” and
less “layercake.” The realizations displayed in Fig. 14 are chosen to
illustrate differences; they are not chosen to be typical realizations
for their respective cases.
This cascading data integration method has several features
that distinguish it from conventional geostatistical methods. There
is little surface rugosity; the layer thicknesses vary smoothly and
plausibly. Further, near-zero thicknesses do not appear in isolated
areas because of the truncation rules and the smooth Gaussian variogram. Finally, all three constraints are fulfilled at every trace.
Flow Modeling and Analysis. The effects of varying stratigraphy
through the proposed downscaling method are investigated using
ﬂow modeling. All models use the same seismic constraint data;
here, constant mesoscale values of thickness and porosity over
the ﬂow domain as discussed. The differences in ﬂow behavior
are only because of differences in continuity (as expressed in the
prior) and stochastic ﬂuctuations. A range of models with distinct
ranges and variances for both sand and shale layers are created
using the proposed methods for downscaling.
The four factors are considered using an augmented two-level
full factorial experimental design with six replicates of the base
and high sand sill cases (0000 and 00+0, Table 3) to investigate
fluctuations and effects. The models are single-phase tracer simulations for simplicity and efficiency. The geometry is a quarter of
8

a five-spot (a symmetry element if rates were balanced, properties were homogeneous, and the pattern were infinite). The only
response analyzed is the recovery when the produced normalized
tracer concentration exceeds 10%, referred to as NpD.
Although honoring the same mesoscale constraints and conditioning data, the flow models have notably different flow responses,
with recovery ranging from NpD = 0.39 to 0.65. The various priors
allow quite diverse models, so this variability is unsurprising (Table
3). The flow behavior for distinct prior models appears quite different, as expected (Figs. 14c and 14d). The greater variability in
thickness and more frequent termination in the high sand sill case
increase tortuosity and cause lower recovery.
Changing the prior can have a significant effect on responses
such as recovery. We examine the effects of prior variability vs. stochastic fluctuation using a pair of cases. Sets of six replicates were
examined for the base case (0000; design center) and for a higher
sand sill value (00+0; design face center). For these sets, a Welch
two-sample t test (R Development Core Team 2007) indicates that
the mean responses for the different priors are not the same (t =
1.88; for 95% confidence the critical value tc = 0.12). That is, the
means are different and the changed sill in the specification of the
prior has a significant effect compared with stochastic fluctuations.
However, if the factorial is analyzed using a linear model, the variance captured by the model does not dominate the residuals (variance ratio F = 3.2, with 15 and 5 degrees of freedom; not significant
at 95% confidence). Thus, stochastic fluctuations or nonlinear
effects are small but not negligible compared to the linear trend.
In summary, (1) prior specification has a statistically significant
effect on response, and (2) prior variability and stochastic fluctuations may both make substantial contributions to overall response
variability. Thus, it is important to use prior models—here, variogram ranges and sills—that reflect actual reservoir variability.
These might be inferred from modern systems, outcrop exposures,
shallow high-resolution geophysical surveys, or mechanistic depositional models.
Discussion
Challenges in Field Applications. One assumption in the proposed
approach is that total number of layers (K) is known and correlations of these layers among the wells are also known. Deterministic
prior knowledge on layer stratiﬁcation may not be available, requiring a stochastic approach to layer identiﬁcation and correlation.
Such an approach would be very useful for ﬁeld applications.
2009 SPE Journal
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(a) Porosity realization, base case (0000)
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(b) Porosity realization, higher sand sill (00+0)
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0.750

I1

0.000

1.000
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(c) Tracer concentration at breakthrough, base case (0000)

0.333

0.667

1.000

I1
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(d) Trace concentration at breakthrough, higher sand sill (00+0)

Fig. 14—Simulation on 100 × 100 × 10 cornerpoint grids, areal extent is X = Y = L = 1000 m. Constraints used are H = 20 m,
Hs = 14 m, and ⌽Hs = 3.5 m at all block corners (traces). Vertical exaggeration is tenfold for all figures. Dark blue layers are zeroporosity shales in (a) and (b). Compared with the base case, the high sand sill case has layers that are of less uniform thickness
and have more truncation. Thus, the high-sill case has lower recovery efficiency (c, d).

In addition, wireline logs and core data are commonly higher
resolution than the flow-model layer scale. Thus, these data must
be upscaled to the layer scale (approximately 1 m) before downscaling the seismic data. Fortunately, the data used for seismic constraints—porosity and thickness—are straightforward to upscale.
After the downscaling step, the flow model can be infilled with
permeability and other properties (which may be upscaled using
existing methods; e.g., Li et al. 1999).
If the inversion neglects lateral correlations (e.g., Delivery;
Appendix A), the trace data should be processed to approximately
reconstruct the lateral correlation expected in the reservoir. The
smoothing process must preserve interproperty correlations at each
trace as well (e.g., Delivery Massager; Appendix B).
If faults deform the reservoir, the modeling team must specify
whether thickness and porosity are correlated across faults. If they
are not correlated downscaling has to be done separately in fault
block, which increases bookkeeping but is computationally trivial.
The presented results did not consider fluid saturation and its
effects of seismic data. A seismic scale constraint on saturation
could be added using a form like
Ks

H s So = ∑hskk Sok .
k =1

The sequential method used to compute  after hs could be
used to compute Sok.
Flow Model Diversity. Stochastic ﬂow models may fail to capture
the full range of uncertainty. This can lead to underestimation of risk
2009 SPE Journal

or may cause ensemble inversion methods to fail (Gu 2006). In both
cases, a more diverse set of ﬂow models mitigates the problem.
Flow responses provide evidence of model diversity. The flow
models (see the Synthetic 3D Examples subsection) are highly
constrained (10,000 mesoscale constraints on each of Hs, Hsh, and
Hs; plus four wells with fine-scale constraints on all layer h and
). Nonetheless, the flow responses are very diverse, with NpD
ranging from 0.39 to 0.65 (Table 3)—with all meso- and fine-scale
data honored exactly and the same for all models.
One can also assess model diversity by examining how many
distinct layering configurations occur in a model. That is, at each
trace, the number of different combinations of truncated and present layers can be counted. For a two-layer case, the three possible
nonnull combinations are (h1, h2), (h1, 0), and (0, h2), where hk > 0.
For the 10-layer case in the 3D examples, there are 210−1 = 1,023
possible configurations at each of the 104 traces (more than 107 possible stacking patterns, in principle). The configuration count for
the base case (0000; Fig. 15) shows that no trace is that diverse.
This is expected because the prior data from wells and previously
simulated traces restrict the range of a priori probable vis-á-vis
possible configurations: Traces that are simulated “late” in the
sequential process generally have fewer configurations. Nonetheless, in this example simulation, 13,909 configurations were
simulated at the 10,000 traces, with the most fecund trace having
311 alternative configurations (at the second trace; Fig. 15). This
diversity (311 out of 1,023 possible configurations) is surprisingly high and is evidence of a weak prior at this trace. Again,
this wide range of stratigraphic behavior is attained even with
four conditioning wells and mesoscale constraints on thickness
at every trace. Using a distinct sequential path would produce yet
9

Number of Configurations

1000

TABLE 4—PERFORMANCE SUMMARY
*
FOR THE 3D EXAMPLE, ONE COMPLETE SIMULATION
Process

100

10

Kriging work

2.32

Total overhead all traces

4.45

Samples, 5,000 pre trace, all traces

485.46

Cost of example simulation, excluding I/O

492.23

**

* Model size, 100 100 10; 5,000 samples per trace.
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Sequence of Traces
Fig. 15—Number of distinct configurations occurring at the
first 100 traces in a sequential simulation of thickness for the
base case (0000). Early traces may have more than 100 different configurations in the chain, whereas later traces are more
confined by conditioning data.

more alternative configurations; this probing of uncertainty is part
of the hierarchical, cascading workflow. Moreover, the examples
presented encompass only a single subensemble corresponding to
drawing a single stochastic inversion; this understates overall variability. To assess overall uncertainty—including seismic inversion
and downscaling—the inversion must be sampled as well (see the
Introduction).
It appears that allowing thickness variations and layer termination has the potential to increase model diversity compared with
simulations that consider a single stratigraphic configuration and
vary only rock properties or facies. Model diversity might be further increased by treating the layer labeling or correlation stochastically (see the Challenges in Field Applications subsection).
Convergence of the MCMC Simulation. MCMC methods may
converge too slowly to be practical or may have multiple modes such
that multiple chains or methods to switch between modes are needed.
In numerical experiments undertaken so far, these potential problems
do not appear to be problematic in the proposed algorithm.
Convergence is critiqued by examining posterior distribution
statistics over many iterations (Gelman et al. 1995). For the 2D
problem, the means converge in no more than ≈ 100 iterations
and the variances stabilize in no more than ≈ 200 iterations. That
is, some 200 iterations are needed for the chain to begin sampling
the posterior reliably; this is referred to as the “burn-in.” Samples
before burn-in are discarded, and the stabilized portion of the chain
is used to simulate the posterior. This study used 5,000 iterations
to ensure adequate sampling; this is not prohibitive if the proposal
method is computationally inexpensive and the acceptance rate is
not too small. For a realistic 3D synthetic problem, the proposed
method attains a sampling rate of almost 100,000 iterations per
second and an acceptance rate averaging ≈ 0.4, which makes such
long chains manageable. Convergence can be improved by starting
MCMC sampling from the posterior mean, which can be estimated
in these problems.
These 3D tests also show good convergence (typically, ≈ 1,000
iterations).
Performance of the MCMC Simulations. A large step size in the
MCMC proposals helps explore the posterior rapidly. On the other
hand, large steps are more likely to be rejected, “wasting” computations on proposals that are not accepted. A good compromise
appears to be to scale the covariance to yield acceptance rates of
approximately 30 percent (Gelman et al. 1995). The computational
cost of a single simulation is examined component-by-component
(Table 4). Several features are striking. First, 98% of the work
is done in the deepest part of the sampling loop, which requires
random number draws, sorting vectors, and multiplying random
normal vectors by the Cholesky factor. Because the kriging system
is solved only three times per trace—and is 2D, with an efﬁcient
k-d neighbor search (Bentley 1975)—the associated work is small,
10

Work in seconds

** Using a 2 GHz Pentium-M processor with 1 GB of RAM.

approximately 0.5 percent. The overall cost of approximately 8
minutes for 150,000 variables on a laptop computer does not seem
prohibitive. Because the algorithm is tracewise sequential, the
overall cost scales linearly in the number of traces; this extrapolates
to 106 variables in approximately 55 minutes on a laptop.
Even if the prior variances in each constraint are not constant
(i.e., Cp ≠ constant × I; see the Assumptions on Prior Covariance
subsection), the problem is still manageable because even a manyfold increase in kriging work will not affect total work excessively.
Most of the extra work in this case is for computing covariance in
the rotated subspace and multiplying the Cholesky factor L r into
a for each proposal (see the Generating Proposals and Accepting
Proposals subsections; Appendix C). This work scales as O(K2)
(where K is the layer count, not the block count). For the 10-layer
case discussed, if the prior variances are not constant, we estimate
this would add approximately 40% to computation time—3 minutes for 3D problem discussed previously.
Conclusions
Stochastic seismic inversion models can be integrated with a
truncated Gaussian geostatistical model for fine-scale layer thicknesses and porosity using an MCMC algorithm. Mesoscale seismic inversion realizations (which act as exact constraints) of net
sand, gross sand, and porosity are “stochastically downscaled”
using a Metropolis-Hastings sampler exploiting dimensionality
reduction and projection to the exact constraint surface. The use
of exact constraints from stochastic seismic inversion realizations
preserves correlations implied by rock physics and seismic data.
Reproduction of limiting results and model truncation behavior is
demonstrated in 2D test cases. Synthetic 3D cases demonstrate
that the proposed data integration procedure is acceptably efficient
and is capable of producing models consistent with seismic data
and exhibiting diverse flow behavior. New methods are required
to create, screen, and analyze models in this powerful but complex
cascading workflow.
Nomenclature
a = random standard normal deviate, v~N(0,1)
b = variogram range, m
c = step scaling factor
Cp = prior covariance matrix based on kriging, m 2
C = covariance matrix in new coordinates, m2
d = neighboring conditioning or previously simulated data
h = nonnegative layer thickness, m
H = total thickness at trace, m
I = facies indicator (1 for pay, 0 otherwise)
K, k = total number of layers and layer indices respectively
= index over traces
L = extent of simulation model, m
m = all variables simulated at a trace
n = normal vector to a surface
NpD = recovery factor at 10 percent injectant cut, pore volumes
p = probability density
P = probability
PJ = Jacobian term in Metropolis-Hastings transition
r = vector for the subspace R
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R
s
t
T
u
U
x, y, z
X, Y


(t)



2




=
=
=
=
=
=
=
=
=
=
=
=
=
=
=
=
=
=
=
=

subspace in transformed coordinates
seismic data set
Gaussian proxy for h, may be negative, m
space in original coordinates
vector orthogonal to the ﬁrst-quadrant hypersurface facet
rotation matrix
coordinates, m
model extents, m
Metropolis-Hastings transition probability
adjustment to r in direction u to meet constraint
Dirac delta function
angle in calculation of Jacobian, PJ
number of layers at a trace with tk > 0
dimensionless range, b/L
coefﬁcient of variation
posterior
variance
vector of properties in the transformed axes
layer porosity (fractional)
trace average porosity (fractional)

Superscripts and Subscripts
ﬁne = ﬁne-scale, typical of ﬂow models and not resolved by
seismic, ≈ 1m
meso = mesoscale, typically resolvable by seismic, ≈ 10m
s = sand; part of net pay
sh = shale; not part of net pay
0 = marks a particular realization
Other
−
′
~
*

Symbols and Marks
= mean
= proposed point, may become new point
= rotated
= truncated
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Appendix A—Stochastic Seismic Inversion
With Delivery
Delivery (Gunning and Glinsky 2004) is a Bayesian seismic inversion tool that uses a mesoscale, layer-based marked-point model as
the basic structure that generates reflection seismic data with rock
physics information taken from log analysis. The inversions are
independent at each trace and operate on true-amplitude imaged
seismic data, using a convolutional model with wavelet(s) derived
from a (possibly multistack and multiwell) well-tie. The fundamental parameters are layer times plus rock velocities, porosities,
or densities for each of two “end-member” rock types per layer,
mixed in a laminated texture model via a net-to-gross ratio parameter. The model allows for uncertainty in both the fluid type and
saturation in reservoir layers.
Prior distributions for rock properties are developed from
regional regressions on log data. Priors for the surface times are
constructed from interpreted sections with picking uncertainties,
and priors for the net-to-gross and fluid content come from basinspecific geological knowledge. The forward model is based on linearized Zoeppritz equations, with effective media layer properties
derived from Reuss averages for fluid saturations, Gassmann’s law
for fluid substitutions, and Backus averaging laminated mixtures.
The likelihood term is multi-Gaussian, summing the difference of
synthetic amplitudes and seismic data over the modeling window
with noise levels derived from the well tie. The software thus
implicitly performs a full amplitude variation with offset (AVO)
inversion. Uncertainties in the inverted models are captured by
the generation of multiple stochastic models from the Bayesian
posterior, all of which acceptably match the seismic data, log data,
and rough initial picks of the horizons.
The assumption of independent traces is reasonable for coarsely
spaced traces and, for closer spacings, provides upper bounds on
the inversion posterior uncertainty. The assumption of independence also enables massively parallelizable inversions by coarse
graining on traces.
Appendix B—Inducing Lateral Correlation
With Delivery Massager
The Delivery Massager (Gunning et al. 2007) code merges the
probabilistic seismic inversion information generated by Delivery
with the transverse correlation structures and fault models required
in 3D geocellular models. The seismic inversion induces complex
11

multivariate and vertical correlation structures at each trace, but the
distributions are block-independent at each spatial location. The
“massaging” process injects transverse correlation structures into
this block multivariate structure while respecting hard data from
well control. The model is also reinterpolated onto a cornerpoint
grid with generic fault blocks from the original regular seismic
geometry. At present this blending process is a generalized multivariate p-field simulation operating on second-order statistics from
the inversion, but more rigorous methods are possible.
Appendix C—Details of MCMC Sampling
and the Subspace Projection
The following describes the procedure for the sand thickness vector ts at a single trace . The constraints for the other parameters,
shale thickness tsh, and sand porosity , are honored in the same
way. The overall simulation proceeds by visiting all traces that
are not in the conditioning data set by a pseudorandom multigrid
path (Deutsch and Journal 1998).
The Projection. We reparameterize the problem by projecting
all points in T, the original space of ts, onto the plane normal
to u = (1,1,…,1) / K s (Fig. 6). The basis for this new space, R,
is obtained by singular value decomposition (SVD) (Golun and
van Loen 1996). Thus, the space R is a (Ks−1)-dimensional basis
orthogonal to u = (1,1,…,1) / K s (Fig. 6). In this Ks−1 subspace,
a point is denoted by r and a point in Ks dimensions is  = (, r),
where the ﬁrst element is parallel to u. Although potentially confusing, the use of these three entities [r in rotated (Ks−1)-dimensional R space,  in rotated Ks space, and ts in the original KsT
space] is essential to explaining and implementing the algorithm.
The transformation matrix U rotates the Ks-long augmented vector
 = (, r) back to original coordinates in T, (viz., ts = U).
The random walk is performed in the (Ks−1)-dimensional R
subspace because the seismic constraint reduces the dimensionality
by one for each parameter. Rotation is useful because some of the
basis vectors in the original T space are aligned with some constraint facets (Fig. 6). In Fig. 6, t1 and t2 are the basis vectors for
a 2D problem; they are parallel to the constraint surface when t1 <
0 or t2 < 0, whereas u = (1,1) / 2 is not parallel to any constraint
facet. For this 2D example, sampling is done on the 1D r (⊥ u )
and projected back to the constraint. In comparison, if sampling
were done on the reduced basis t1 (without rotation), a sampled t1
greater than H (point P in Fig. 6) cannot be projected back to the
constraint surface using the other basis vector t2.
For any point in R space, the point ts is obtained by transforming ts = U [recall  = (, r)] and then solving for :
Ks

∑ max ( 0, t ( ) ) = H
s k

s

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . (C-1)

k =1

Eq. C-1 is piecewise linear and monotonic in ts and, therefore, has
a unique solution. The solution can be found in O(Ks logKs) time by
sorting ts and searching between its elements for the  that satisfies
Eq. C-1. Once  is known,  = (, r) and ts = U. The Ksh shale
thicknesses are obtained similarly. For porosity the constraint is
Ks

∑ max ( 0, t ( ) ) max ( 0, ( ) ) = H
s k

s k

s

, . . . . . . . . . . . . . . . . . (C-2)

k =1

which can be solved by sorting the s(k) for which ts(k) is positive, and
finding s. Eqs. C-1 and C-2 use truncation to ensure only positive
porosities and thicknesses are used when matching constraints.
Generating Proposals. At a particular trace, while generating
samples, transitions between points are proposed in the rotated
space R. The proposal is based on the local covariance. We now
derive the covariance expressions needed in the rotated, lowerdimensional subspace R.
If the prior covariances are not isotropic (see the Assumptions
on Prior Covariance subsection), Cp must be rotated to the space R,
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via C = UC p U T . For simplicity of notation, and because the rotations will not alter Cp if it is isotropic, we will denote the matrix
in the rotated U spaces as C —whether a rotation was applied or
not. The Schur complement yields the covariance of the lower−1
dimensional R-space vector r: C r = C 22 − C 21C11
C12 , where C is
split up into blocks corresponding to the (, r) pieces.
We wish to sample step proposals from r ~ N (0, c 2C r ) , where
c is a scalar chosen for sampling efficiency (Gelman et al. 1995),
typically c = 5.76/(Ks−1) for large Ks. Specifically, the step proposal r is computed using
r = cL r a ,

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . (C-3)

where L r is the Cholesky factor of C r ; a ~ [ N (0,1)] is a (Ks−1)long vector of uncorrelated standard normal deviates.
Effects of Projection on MCMC Sampling. The constrained
posterior is sampled by a random walk in 2Ks + Ksh−3 dimensions,
followed by a projection to the constraints to simulate the other
three variables. That is for one MCMC step, we sample a vector
m deﬁned as
T

m = ⎡⎣ ts(1) … ts( Ks ) ,s(1) …s( Ks ) , tsh(1) … tsh( Ksh ) ⎤⎦ .
The subscript on m has been suppressed; the fine model mfine is
implicit in this discussion. Because of the assumptions (see the
Assumptions on Prior Covariance subsection and the Sampling
with Exact Constraints section) ts, s, and tsh are uncorrelated, and
we solve this problem with a threefold blocking. The random walk
is a Markov chain on the constraint surface. Because the sampling
is done in R (one dimension lower than T) and then projected onto
the nonlinear constraint surface, a Jacobian is used to correct the
correct acceptance probability for a jump from m to m in the
Metropolis-Hastings formula
⎛  ( m′ ) PJ ( m | m′ ) ⎞
. . . . . . . . . . . . . . . . . . . . . (C-4)
= min ⎜ 1,
⎝  ( m′ ) PJ ( m′ | m ) ⎟⎠
Because of their prior lack of correlation, the Jacobians for
the three variables (sand and shale thickness, plus porosity) is
PJ ( m | m′ ) = PJ ( t s | t ′s ) PJ ( t sh | t ′sh ) PJ (s | s′). For points on the
constraint plane (which are the only ones considered), the posterior
is proportional to the prior (see the Prior and Posterior Formulation subsection), and, except for a constant (which need not be
estimated for MCMC), independence of the priors implies that,
on the constraint surface only,  ( m ) =  ( t s ) ( t sh ) (s ). This
allows working in a blockwise fashion and gathering Jacobians,
projections, and priors just before computing the posterior.
The Jacobian terms PJ correct for changes in the angle of projection (Fig. 6) if the walk moves between facets of the constraint
hypersurface. The Jacobian for the jump from ts to t ′s is
PJ ( t s | t ′s ) =

1
1
=
, . . . . . . . . . . . . . . . . . . . (C-5)
u ⋅ n | u || n | cos

where n is a unit normal to the current or proposed facet. For
PJ ( t s | t ′s ), it is the normal to the facet that ts lies on, and, for
PJ ( t ′s | t s ), the facet containing t ′s is used. The angle is measured between u and n (Fig. 6). The ratio of the Jacobians is 1 if
ts and t ′s lie on the same facet, correctly reducing the MetropolisHastings to its usual form. Including the Jacobians PJ preserves
reversibility of the MCMC steps if ts and t ′s are not on the same
facet (as required for correct MCMC calculations; Gilks et al.
1996, Eq. 1.3, p. 7).
Accepting Proposals. The constraint is imposed by projecting
r= r+ r and transforming to new coordinates (see The Projection subsection). The proposal prior probability is computed at
the new point t ′s , using Eq. 8. The Metropolis-Hastings transition
probability is then computed (Gilks et al. 1996) using Eq. C-4.
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The proposed transition is accepted with probability , and the
algorithm iterates until equilibrium of the MCMC sample. One
of the realizations from the equilibrium distribution is randomly
chosen and added to the “conditioning” data for later traces. This
process is continued until all the traces are visited.
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